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Fig. 1. Trafec videos (a) are projected onto a dynamic layer, called LiveLayer, superimposed on top of satellite imagery (b). A visual
mapping scheme provides additional visualisations of trafec measurements ((c) and (d)).

Abstract — While video cameras are an ubiquitous and intuitive means of collecting trafec information, it has been difecult to uti lise
such an information source for creating a global view in real time trafec visualisation. In this paper, we present a real-time method
for transforming video information in quasi-3D to spatial information in a 2D planar visualisation, which acts as a live layer on top
of a conventional satellite image-based mapping system. To facilitate rapid and reliable camera-map calibration, we make use of
a semi-automatic calibration scheme. The scheme allows users to pre-deene essential projection attributes for each camera in a
set-up stage, and map these video streams onto a live layer of the map. In this paper, we also describe several schemes for visually
mapping information extracted from videos, including trafec speed and density, and uncertainty in illustration. This form of trafec video
visualisation can potentially reduce the need for specialised trafec sensory devices and infrastructure, and enable b etter utilisation of
the existing video-based trafec sensory network.

Index Terms —Multimedia (Image/Video/Music) Visualization, User Interfaces, Uncertainty Visualization, Visual Design, Geo-
graphic/Geospatial Visualization

<+

1 INTRODUCTION richer visual experience, allowing users to observe trafeémagery

In recent years, map visualisation with real-time trafe¢oirmation
has become widely available on the Internet (e.g., SigABdogle
Maps). The information is typically collected by a trafec wating
infrastructure comprising thousands of trafec sow monity sen-
sors. Commonly sensors include sbre-optic, piezo eleend induc-
tive loops, infrared, laser and Bluetooth-based sensotsyeight-in-
motion (bending plate, pneumatic tube). While these typegnsors
provide relatively accurate information about numbers ehigles,
their deployment is usually restricted by the shortcomiofgsach type
of sensor. For instance, weight-in-motion sensors and $eogors re-
quire intrusive installation on the road, and are difcudtdeploy in
ungated open space (e.g., some large car parks) [23]. Adpouerd
optical and electromagnetic sensors (excluding videogg fianited
signal ranging, and are erroneous in measuring complesxc trafvs.
In addition, they conene real-time trafec visualisation &limited set
of visual designs, typically colour-coded lines or textamhotation on
maps.

We propose to use video information to enrich real-timetrai-
sualisation. Since video cameras have been used extgrivéiafec
monitoring (e.g., some 1400 trafec cameras in the UK), theseld
add a signiecant amount of information if they were utiliskd real-
time trafec visualisation. Furthermore, videos can pravid much
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information, in addition to textual or colour-coded nundein this
paper, we present a system for the real-time visualisatigiream-
ing trafec video, and provide a family of techniques for aésising
various challenges; including a more complex design sparceiffer-
ent foci (i.e., imagery, vehicle counts, and uncertainsge( Sections
5 and 8); geometric mapping from video space in quasi-3D t® ge
graphical space in 2D (see Section 6); and information isig(see
Section 7). We have given a particular emphasis on the pedats-
ability of the proposed techniques, and developed a progosystem
to demonstrate their feasibility without relying on anywsgtion of
the existence of a fully automatic computer vision systencéomera
calibration that has often proven to be unreliable and arseio prac-
tice. Instead, we developed a graphical user interface wallows
each camera to be calibrated in no more than a few minutes.

2 RELATED WORK

There are many types of sensory device for collecting riea-toad
trafec information. Hoummady provided an excellent set ofranents
on the shortcomings of each type of sensory devices in [18],adso
proposed the use of video cameras as data sources for rbaadhiean-
agement. His proposal relies primarily on a computatioeaia that
is capable of analysing the scene and recognising ‘vehigledes-
trians, 2-wheel vehicles, etc.’ automatically. The pr@atoes not
include any detailed algorithmic solution to the trafec gm analysis,
which remains to be a very challenging technical problenomguter
vision; nor does it involve the use of any visualisation téghes.

There has been a huge amount of effort in developing tecksiqu
for scene analysis and object recognition in the contextadfd video
processing. Zhu and Li [35] used a simple threshold-base#-ba
ground model for tracking moving vehicles, combined withosiin-
ing elters. Vibhaet al. [31] gave a vehicle-counting system, based on
counting connected components of the background maskyaisg a
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Fig. 2. The LiveLayer User Interface. (left): the feed wall containing camera feeds ready for deenition; (middle): the main map view for live projection
renderings; (right): the projection editor for deening the projection parameters.

threshold-based background model). Using background incdeh
as Gaussian mixture models to survey moving objects presesies
with the learning rate adopted that governs how quickly tloglehre-
acts to newly-background areas of the image. With a slovanieg
rate, moving objects tend to leave a trail of pixels that ameggling to
learn about the background left in the objects’ wake. CheantyKa-
math [8] used a combination of a slower-learning backgromudiel
combined with blob-tracking to remove these trails. Mangcalised
algorithms have also been developed, such as for shadowtidete
[15], object tracking [22], and identiscation of groundasle homo-
graphies [3].

However, the state of the art frameworks rely heavily on ‘tymes
of a priori information: 1) the contextual information ofetltamera’s
eeld of view and 2) sets of predeened behaviour scenario§][1As
semantic speciecations at different cameras vary signbait is dif-
ecult to port an automatic solution from a laboratory camera large
number of real world cameras. Because it is problematic t{teast
time-consuming) to specify such semantic information facteindi-
vidual camera, using automatic computer vision to gathfermation
from videos is yet to become a practical solution. Due to tbason,
this work takes an approach that does not rely on automatigesanal-
ysis and object recognition. Instead, we provide an easyséouser
interface for entering necessary contextual informatang generate
dynamic visualisations without involving object and evestognition.

The most commonly-used convention for road trafec vistagtisn
is to colour-code the lines or areas that represent roadsmapge.g.,
[28]). Other traditional visual forms, such as time seriggtgpand
heatmaps (without using geographical maps) have also beshto
visualise trafec information (e.g., [20]). Angt al. [2] gave a visual
analytical approach to trafec surveillance from multiplenceras with
feature extraction to estimate vehicle trajectories. Aevtko and An-
drienko [1] also described a visual analytical approachisoalising
large amounts of movement data by aggregating and clugténis
data to present on a geographical map as colour-coded arrows

Video visualisation was erst proposed by Daniel and Chend8]
a means for summarising a video segment into a single statige.
This subject was further studied by Chehal. [7] who conermed

that ordinary users can learn to detect and recogngel signatures
of events from video visualisation. Waegal. [32] proposed to com-
bine videos with a 3D environment model to support situatiomder-
standing. Remeret al. [27] investigated the visualisation of activities
captured by overhead video cameras in natural settingschBoet
al. [5] presented a visual design called Video Perpetue-GraRQ)V
and Hoferlinet al. [12] applied VPGs to the visualisation of sports
videos.

Cartography is a discipline with an amazing history. Mamuin
ential cartographers, including Robinson [26] Bertin [4@dEachren
[21] have provided a comprehensive collection of visual sehiotic
guidelines. While these guidelines remain hugely valuébl®ap vi-
sualisation, the modern data sources, such as videos, taveticed
new challenges to real-time information capturing, dyramsuali-
sation and image-based visual design. This work represesgsious
attempt to bring maps alive with video information.

3 SYSTEM OVERVIEW

Creating a live layer of trafec visualisation from videogjtéres us to
address several technical challenges:

1. A video typically captures the perspective projectioraagkal-
world scene, which is referred to as quasi-3D. A live layer 2D
plane, with imagery information corresponding to the vidids
therefore necessary to provide a cost-effective meanseaifyp
ing this transformation, and also to remove non-road infdrom
from the video.

2. Itis necessary to remove the non-trafec (@ackground infor-
mation on the road.

3. The video information needs to be transformed from q8&xsie
2D and rendered onto a map in real-time.

4. Itis necessary to provide a means to combine trafec inffom
from different cameras onto a single live layer.



(a) User drags theags onto the videqleft) and map(right) to match locations

(b) Useutsnon-road areas out of the video

Fig. 3. De<ning a new camera, step-by-step: the Flag & Cut process.

5. In some cases, it is desirable to visualise trafec infatiorain a  we choose not to rely on given the wide variety of tilt anglémessed
more abstract form. It is thus necessary to provide an efitciewith local trafec cameras. Het al.[11] gave a promising road detec-
method for mapping imagery information to measurement®to kion system that utilises colour information and user-ped camera
visualised. parameters for classiecation, but the authors admit tha difecult

The technical solutions to these challenges will be disligs de- o design an algorithm that works well for all types of roader@@r-

tail in Sections 4-8. Our system provides a graphical uderface
that allows the user to deene the projections for a numberidée
streams onto their corresponding coverage areas on a gbicah
map, provides real-time rendering of the projected videsashs (in-
corporating a series of visual design strategies), andiadélly as-
sists in visualising the camera network as a whole. TheseiriEs
are integrated into one piece of software for the ease ofipgoour
concept.
The graphical user interface for our system (pictured in F2)

ally, computer vision techniques that rely on discoveringhsdistinct
features are heavily reliant upon the camera angle and imaajéy.
In a system such as ours that is aimed at utilising existimgeca net-
works, not only are we unlikely to be dealing with simple redhkat
have well-desned edges and distant endpoints, but additifactors
such as adverse weather conditions, harsh shadows, awdis/am-
related scene objects ensure that automatic attempts tredemat a
‘road’ actually is are unlikely to succeed.

Our approach utilises human intelligence to desne how thessh-
ing video from each camera corresponds to its associatgelction

was developed using Qt 4.7 on Mac OS X. OpenCV is used for v;

ious computational and imaging aspects of the system, amthGip
/ GLSL is used for all of the visualisation output. For the piag
imagery and associated semantic functionality, we use [@ddgps

B the map. The two aspects of this deenition are:

Thehomographyof the system that desnes the mapping between
video space and map space; and

(embedded in a QWebFrame) and the Google Maps API.
3.1 Acquiring Test Videos The ma;skthat deenes th(_a areas of the video that should be in-
' cluded in the enal rendering.

To test the system, a number of trafec videos were acquiredhfr
the surrounding area using a digital camcorder recordingoiat A previous implementation of our system made use of road-‘tem
640 480 resolution, at six to twelve frames per second. Since tipéates’ that could be selected to place predeened road ksyonto
system presented here concentrates on the mechanics dhdeke the video for the user to manipulate. These roads were deased
projections and using the outputs of these projectiondeatlvideos closed non-convex polygons, and effectively desned the bgraphy
used were re-encoded as MJPEG to reduce the computatiastadfco through their vertices and also the enal mask through theierinal
decoding. The test videos were mostly acquired from fod@s$ us- area. During testing, we found this system to be unnecdysshis-
ing a ‘bendy’ tripod to attach the camera to the bridge. Theraye cult and restricting due to the sheer variety of road widtnguts, and
height of these bridges is around 20ft, and thus there is nmick+ camera angles in the real world. Due to these issues, a mungesi
vehicle occlusion in each scene; particularly as the vebitrvel fur- and intuitive system that we nanféag & Cut was developed. Fig. 3
ther from the camera and the height of the vehicle becomerga lagives a conceptual overview of this process, and the nexibseade-
factor. The vast majority of bridges utilised were of metahstruc- scribe the process of desning the homography and desningihsk,
tion and thus suffered from vibration / wobble due to windditions  respectively.
and also pedestrians walking on other parts of the structaraddi-
tion, conditions during the ¢Iming of many videos were fgivindy
and sometimes wet. The combination of these factors result no-
ticeable wobble in most videos, which we welcomed as it &low
to judge our visualisation strategy under unfavourablel (@alistic)
conditions.

It should be noted that our system currently focuses onlytatios-
ary trafec cameras — that is, cameras without pan / tilt fimality.

4.1 Point Correspondence through Flags

The user erst initiates the deenition of a new camera to thsteyn by
locating its feed on the feed wall (left, Fig. 2) and draggib@to

the main map view, where the system places the camera on fhe ma
(represented by a small camera icon). The feed wall acts plesim
container for available video streams. Once a camera igédthe
projection editor(right, Fig. 2) opens for the user to begin the process

, of deening this camera’s homography.

4 DEFINING A CAMERA’S PROJECTION We use a point correspondence system to compute the homogra-
Konget al.[17] gave a set of algorithms for extracting road boundarigshy (more details in Section 6). The points are shown to tiee as
from an image containing a vanishing point, but the alganghunfor- small sags: one red; one yellow; one green; and one blue. rles-
tunately rely on the existence of a vanishing point in thegeavhich tively trivial for the user to learn to end places on the vidiewage that
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Fig. 4. A Sobel lter is applied to the projected video as the user moves
the ags, assisting with correct alignment against real-wo rld markers.

correspond with places on the satellite image given in thz mmap

view. We have found that placemarkers such as lane arrowguho-

tion hatches, signposts, lampposts and other numerouswagdngs
provide useful eag positions. There is the possibility oété being
discrepancies in the video image obtained from the camedaten
satellite imagery provided on the map, usually due to oedaie satel-
lite imagery or obstructions. In such cases where the oppitig¢s for
placemarker-based sag placement are difecult, the uséesehore on
intuition to converge to a suitable result.

5 ViISuAL DESIGN OF BACKGROUND MODEL

In projecting the live video onto the map (minus ‘non-roadirts
of the user mask), the projection of the road surface andcisd
‘background’ pixels becomes distracting (particularlyath distance
where interpolation becomes dominant) and creates a hansition
at the boundary edges. Differences between the satellageny ob-
tained from the mapping service and the projected area fnermitieo
cause more distractions also. In addition, we wish to idigmix-
els likely belonging to vehicles for additional visualiset strategies
later. Therefore, we decided upon using a background moddén-
tify foreground pixels (moving vehicles). Our system enygla back-
ground model based on a Gaussian mixture model (GMM) as rost p
posed for background removal by Friedman and Russell [18gs&
models have since been improved and importantly implendeate
the GPU using erst conventional shaders [19] and then CUD2Y;[2
this applicability to the GPU is a benescial property whemsilering
future scope for our system.

Section 5.1 erst details our approach to utilising inforimatfrom
the Gaussian mixture model for the purposes of ascertatheger-
tainty of the model’s accuracy, and 5.2 details our rendesinategy
that utilises this information.

Once the user has deened four *ags on the video and four *ags @1 Uncertainty in the Background Model

the map, the system automatically computes the homographyex
gins rendering the live projected video. The user is freertmdhe
eags around at any time, and during dragging, a Sobel «ltepplied
to the live rendering output (see Fig. 4) so that correspocete be-
tween edge-based features in the video and a features oat#iite
imagery can be judged more easily.

4.2 Cutting the Roads

Any background model has inherent uncertainty, with thenitéen
of ‘certainty’ tied to the context of the scene. For urbarfetraideo
where trafec frequently comes to a halt (e.g. at a set of wdights), it
is not acceptable for such trafec to be absorbed into the gamind af-
ter a certain amount of time. Our aim therefore is to acceptuhcer-
tainty and to introduce methods that ensure that tempyrstdtionary
vehicles on the live projection do not absorb into the backgd. Ad-
ditionally, we choose not to remove shadows cast by vehadehey
provide an important visual cue that is resected in one viepirafec

With the homography computed, the user can begin to desnehvhiin real life.

portions of the video are road, and which are non-road. By-raad’,
we imply regions of the input video that provide no beneet wheo-
jected onto the map (pavements, sky, etc). We provide assefrteols
for this, and they are listed below.

The brushtool behaves similarly to the brush tool mos
are familiar with in basic image manipulation software, e

ceptin our case it can either desne areas as rgaekf; pic-

warped onto the video. Working on the map is sometimes @bfer

D
ov< . 5
e%ster becomes more mature, we become less certain asdeseg
i

Assume we have a video pixel positiprsituated at a point where
trafec regularly comes to a standstill for minutes at a tinWde refer
to a Gaussian mixture model cluster’s time in a particulasifmmn as
its maturity. If a car moves intg and stopsp will eventually become

Thescalpeltool allows for polygonal regions of the video part ofthe backgrou_nd as it begins to_outwe_igh its clusteveds. Set-
/ to be cut away by clicking to draw a series of lines throuang a smaller learning rate can alleviate this somewhatabthe ex-
If the user prefers, they can also perform exactly the sarhercthe

map projection using the computed projection boundariesyoinner
regions unattached to the border.

£

brushing onto the map, the circular shape of the brush issctiyr

the video, intersecting with two boundary edges of the vide®€"S€ of slower convergence elsewherg@’dtopmost cluster changes
The user can desne which side of the slice to discard by h
ering over the video with the mouse and selecting the corr
candidate (please see the demo video for a demonstratio

apidly, then this probably indicates movement in the ak&aen its

ether it represents the road or whether it representdiarsiay car;
us, the certainty is linked to the cluster’s maturity. Aduhally, if
the approximate colour of the road in the scewet,gp, is known, then
we can increase our certainty thais background wittp’s colour dis-
tance to this road colour. Clamping a cluster's maturitjyad], the

Xt_certainty forp is given in our system as in Equation 1 wheoép)

gives the top cluster for pixed.

tured) or non-roadréd). The user selects a brush size and
then brushes onto either the video or the map view. Upon

certainty(p)= 1 (Min(jj prgp  r0ackgp ji%1) te(Pmaturi) (1)

Equation 1 can now be used to build a per-framec2ainty !eld.

The ood!ll tool again behaves similarly to the ood-5.2 Combining the Background Model with Histogram

«ll functionality in basic image manipulation software. &h
greenbucket desnes areas as road, aed(pictured) as non- There are many examples in the literature of histogram inétion

Matching

as it allows for more precise movements for distant regions.

t l: road. This tool is useful for quickly undoing mistakes in theyeing extracted from video to improve the guesses made byl ba
~ mask, as the mask is strictly binary and thus does not suffgfound model [16, 29]. Our approach is to embrace the uringrta

from aliasing difeculties. As with the other tools, this tocan operate of packground models, ensuring that the model’s misjudgesndo

either on the video or on the map projection.

As the user is desning the mask using these tools, the livgeption
continues rendering with the updated mask for instant faektbthe
video displays a red overlay over non-road areas of the irfsegeFig.
3), while the live projection on the map shows the entire pectve-
warped live video with non-road areas removed to show thellgat
imagery underneath. The process of desning a camera idiitera
nature, as the user can modify the *ags and mask at any time.

not result in information loss for the user. We achieve tlyiglving
more prominence to pixels that have a high certainty of béimg-
ground, and less prominence to pixels that have a loweriogrtaf
being foreground. Using our strategy, projected pixelsluiding sta-
tionary objects, will always be visible to the user.

Before rendering, a limited-domain histogram matchingcpss
that matches the limited colour range of the road in the iideo
to the colour of the road on the satellite imagery occursputting a
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Fig. 6. A pixel p's nal fragment colour is decided upon based on the
binary user mask, the Gaussian mixture model binary mask, the [0;1]
certainty mask, the video frame, and the histogram lookup table.

is returned unchanged. The effect is that a stationary dastili be
visible. Even if the car is of similar colour to the road andglgoes
through the histogram LUT, then the car is still visible (igb not as
clearly).

(c) GMM & Histogram  (b) With user mask

6 GEOMETRIC MAPPING & RENDERING
Fig. 5. A comparison of rendering two scenes with three different ren- 6.1 Homography Computations

dering modes. (a) shows the basic projection of the video onto the map; Given the point correspondences provided by the user inaigetes-
(b) shows the projection with the user mask enabled, cutting away non- nition stage, the homography between video space and map sga
road parts of Fhe scene; (c) shows our Gaussian mixture model & his- be calculatéd. We use OpenCV's camera calibration funstioom-
togram matching method. pute the homography matrices, which require a minimum aof paint

_ correspondences. We erst ascertain the overall boundatiheopro-
histogram lookup table (LUT) that can be used to transforenrtiad  jected video onto the map, given the current point corredgnces.
colour found in the video to the road colour found on the mabe T Given a pointvy inside the normalised video dimensions, we wish to

process of COmpUti.ng thlS Fable can be found later in Se@..jﬁnAS' ond a matrix Hb that gives us thmat;lng corresponding coordinates
sume we have a pixed in video-space related to some point in magyn the map:

space. Available to this pixel are three attributes:

2 3 2 32 3
% Hb Hb Hb
Theuser maslas described in Section 4.2: a binary mask where 4 rr:at 5_4 VX 54 Hb; Hbz Hb;i 5
0 corresponds to non-road and 1 corresponds to road; 1"9 1y Hbs; Hbsy Hbas

Thecertainty !eld as described in Section 5.1: with values in the

range[0: 1] where 0 is ‘uncertain’ and 1 is ‘certain’; OnceHb is computed, the corner points of the video are projected

to the map to obtain an initial projectidiat; Ing) bounding box. This
The foreground maskobtained from the Gaussian Mixture bounding box will initially be unworkably large due to thetnee of

Model: a binary mask where 0 corresponds to ‘background’ ar3€ Perspective projection —some points inevitably wil taitside of
1 corresponds to ‘foreground’. the projected plane and into inenite space. In an ideal scenghere

the user has placed a camera in a location and the exact seméort

The system determines the certaintypobeing a foreground pixel Mation about the road's trajectory at that point is knownyatild be
by multiplying the binary foreground mask obtained from taus- POssible to detect the vanishing point by projecting twaafief lines
sian mixture model with thg; 1] certainty «eld to obtain a *nal fore- epresenting the road boundaries in map space back to pdee and
ground pixel certaintyfp. Given this certainty and the colour of thedetecting the intersection of these lines. We should homegerely
video atp, we can give the following output colours and opacities: ©n Such semantic information being available, and insteadent a

more general solution.
Foreground pixels : full opacity, with the colour desned as the orig- ~ USingHb, each pixel position within the video's dimensions is pro-
inal RGBvalues obtained from the video streampat jected to the map, and its resultifigit; Ing) coordinates are stored in
a 2D <eld. This eeld is then traversed, row by column, compgti

Background pixels : half opacity, with the colour desned as thethe approximate real-world distances (in metres) betweeh @osi-
colour of theRGB values obtained from the video streampat tion and its immediate north & west pixel neighbours. If thetahce
found in the histogram LUT. between two pixels projected onto the map is below one meteoth

directions, then the pixel is included in the projection hdary com-

This methodblendsthe colour of the road given in the input videoputation; otherwise, it is discarded. This has the effecseifing a

with the colour of the road on the satellite image using aogistm cut-off point in the distance before the horizon is reached also

matching strategy. Since the histogram LUT matches onlyn@dd serves to set a empirically-tested threshold on the pmgecideo’s

colour range (video road cololir map road colour), the histogram resolution. Once this projection boundary is known, twdtar ho-
lookup functionh(p) also performs one additional check: if the LUTmographies are computeH: to project from video space to map space

is empty at the lookup position for all colour componentsd(éinus ~ (within its newly-computed boundaries) and its inveire! to project

is not part of the source histogram’s domain), then the oaigtolour  from map space back into the video. Working in this normdlisgace



is ideal for GPUs, where normalised texture coordinatessacthe Equation 2 gives a higher weight to pixels that have simigios
boundary can be multiplied by the mapping matrix to convetiveen of red to green, and a relative 6% drop in the blue component. This
spaces. 0:94 value has been found empirically by measuring the col@s# d
. . tributions of roads from the satellite imagery: the roads gener-
6.2 Histogram Computation ally grey but with a drop in blue due to the wavelength of the'su
We now outline the process of calculating the cumulativesitglunc-  light. There exist exceptions in certain areas: for examgpecial
tions (CDFs) of the source and target images to be used inishe Hanes painted different colours such as green bus lanesyétypi-
togram matching process. As discussed, the aim of our viresagin is  cally end that these do not present a problem when weigheihaga
to match the colour of the road contained within the videdeodolour  the majority of the road.

of the road contained in the satellite imagery to provide aevaes- Once the clustering algorithm has completed, we create @ryin
thetically pleasing result and more importantly to reduted¢hances mask of those pixels on the map belonging to the cluster Wintost
of completely removing falsely-identieed ‘background’xeis. evidence. Once this stage is completed, this mask is pegdzack
onto the video using inverse homography mattixt. From the Gaus-
3,9")%+ - #3968 Yo ()*+,- sian mixture model, we obtain a ‘background’ image by takivegcur-

rent mean colour values of the top distribution for each Ipixésing
i this background image, a *nal clustering operation is penfed on
) the video cluster mask using colour information from the GMatk-
ground. This enal clustering step removes any erroneousimation
such as shadows being included in the CDF computation. |ijral

RGB histogram lookup table is computed using the source Q2F a
+ target CDF.

4+'%556'%)78+0% 951,'%"620)"%,15' 6.2.2 Histogram Update Frequency

In Fig. 7, it is evident that the background model has not lvaening
for a long time as a blue car present at the beginning of theese
> 9< g, (cirglt_ad in yellow) has_onl_y partially absorbed into the kgiowund. In
addition, changes in lighting levels and the overall cokemperature
of the scene will eventually render the initial histograradourate as

* time passes. For this reason, in addition to recalibratieghistogram

vt upon changes to the homography, our system automaticatlgtep
:1":96")851,'%"620 the histogram for each camera every ten minutes, with artiadli

—_— moawN update scheduled for two minutes after the GMM begins comgut

A%

the background model.

P 9% e 6.3 Rendering the Map View

For each camera whose projection boundaries intersectieire the
system erst checks if it is necessary to obtain a new snapshtite
current map imagery based on changes to the viewing paresrate
Fig. 7. Computing the histograms to be used for histogram matching.  the completion status of the map’s image tiles. If a new dmaipis
The user mask is «rst projected to the map, where a clustering operation  obtained, it is provided to the histogram matching process aso
computes the most likely road colour for the target CDF. After inverse-  uploaded to the GPU as a texture for later use. The camenas fo
projecting back to the video, a *nal clustering is performed to obtain the  ground mask (obtained from the Gaussian mixture model)\isum
source CDF. loaded as a 2D alpha texture, along with the certainty «eid] the
current camera frame as an RGB texture. The histogram lotlalp
obtained from the computations described in Section 6.2 dtian-
ally provided to the fragment shader, encoded as a 1D RGBr&ext
of width 256 pixels (for 24-bit colour space). Next, a fraraffér ob-
jectis bound as the current render target, along with a ouftagment
shader, and the map’s projected boundaries are renderegliad svith
normalised texture coordinates.

There are two main fragment shaders: one to perform the Slbel
ter on the live video (for when the user is dragging a *ag), &mel

Fig. 7 gives an overview of the CDF computation process foh bo
the source and the target histograms. In this case, theeshistogram
is the histogram of the road contained in the video, and tigetdois-
togram is the histogram of the road contained in the saeitiagery.
The task therefore becomes one of discovering which pixethe
video and which pixels of the satellite imagery are likelpgh of the
road surface. In the satellite imagery used by our systemditons
are generally good with limited harsh shadows caused by aslow
and similar hues between roads. There are however frequeats iy fragment shader for rendering the scene using the baakd
present on the road which makes any naive approaches (Suth asy,qe| and histogram information. In both cases, the inveoseog-
ing the projection of the user mask over the map and comptiieg 5, matrixH' L is provided as a uniform variable and multiplied by

histogram) difscult. the current texture coordinate (followed by a division bg thcom-
6.2.1 Cluster and Project Process ponent) to obtain the <nal value inside the video frame textuThe
We bedin b ‘ecting th K h . fragment shader discards the current fragment if this textoordi-

e begin by projecting the user mask onto the map using ouPEeM e t115 outside thed; 1] boundary, or if the user mask indicates that
raphy matrixt (see Fig. 7 where the black pixels represent the ‘roaghe sampled area is non-road. For the live video fragmertteshéhe
area and white pixels represent the ‘non-road’ area). TheQON  pianding operation shown in Fig. 6 is performed to obtain e
gives a good working base for removing the worst of the uneéedy, et Once all cameras have been rendered to the fréfeebu
scene regions. Next, we apply a clustering algorithm to #Xelp et the satellite imagery texture is rendered to screeahtwo sep-

COIO;"f Va'”eStOf tlhe unldetrlylr:rg]; fé.“ef"'te (rjoad tshurface EBH8IN the 5 a0 fragment shaders perform a morphological closureatipe on
most frequent colour cluster that is found on the scene. Véheew the framebuffer object before blending it to the screen.

pixel is matched to an existing cluster, that cluster’s \lueig biased
according to the ratio of its RGB values: 6.4 Scalability: Multiresolution Fields

The GPU has no difeculties performing the relatively smalinmber
weight(prgn) =(1 (G pr Pgi)) (L (po (0:94 ppj)) (2) of matrix multiplications and blending operations for thearse map-



ping, and the number of operations is bound by the pixel af¢heo

often occur where the projections are deened over two-roetiems;

map on screen. However, as more cameras are added to thensysteat is, areas under the projection that are deened by thectiims

the load increases — particularly on the CPU. This is maioly i the
requirement of more GMM computations (the most expensivaap
tion) and more data (foreground mask, certainty «eld) baiptpaded

data as being two separate roads rather than one road ovenlzenu
of lanes. Fig. 8 demonstrates this, whegery’'s projection green
has been deened over two roadge(low). When deening a start and

to the GPU. We observe that depending on the viewing parasjeteend point for a route, the Directions API will snap any givesings to

some cameras take priority over others. In addition, if teerthas
zoomed out quite some distance to view a wide area, thenlattm
high-quality «elds for each camera becomes less necessaheaes-
olution goes mostly unused. Although the focus of our workas
on performance (since a large factor will always be the diecpdf

multiple video feeds), and the software is multi-threadbd usability
of the system is severely hampered when this computatiomense
begins to deny the GUI thread its CPU cycles.

We created a statically-templated class that supportsinesdiu-
tion eelds of any type (i.e. unsigned char, Gaussian clugtenters,
etc). The eelds are initalised with the full-scale «eld, ande only
a subset of this allocated eeld for each resolution below fesolu-
tion. When a new resolution is requested, the object aufoaiigt
scales the ¢eld up or down by copying the data blocks to thelyxew
requested resolution. A multiresolution eeld object is dder the
Gaussian mixture model distributions, the resulting fovegd mask,
the certainty <eld, and additionally the video frames to lpoaded
to the GPU. Since our software supports potentially many wieyw
widgets containing potentially the same camera (due torgmntap
system described later), multiresolution objects for dipalar cam-
era are scaled based on the highest resolution requirechyoviews
currently rendering that camera. The resolution is decigexh based
on the highest zoom level and whether the camera active inians.
Higher zoom levels warrant higher resolutions, and cameutside
of any views warrant lower resolutions. One exception is ththe
user is editing a homography, then that camera temporasidg the
highest-resolution elds to assist with sag placement.

the nearest road automatically. The danger is that the sdgppsition

at camy will be on the wrong side of the road, giving a suboptimal
route tocamy as the route has to ‘turn around’ erst or take an other-
wise longer routergd) than the most optimal route on the correct side

(green.
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Fig. 8. Obtaining route information: the choice of exactly where to begin
the directions request can have a large impact on the computed route.
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To reduce this possibility, our algorithm chooses two défe start
/ end locations per request, with the assumption that uridepto-
jection area thereould exist a multi-road system that will negatively
affect routing information. The choice of points is basedmuhe
nearest left / right boundary of user’s de ned projectioratked with
asterisks in Fig. 8). Four requests are therefore serdargy! cam,
pair, and the set of routes with minimal total distance of teeroute
(which will always be the optimal result) is chosen as theexirset of
routes for that camera pair. The system also records whilehdfithe

When the user zooms into a camera’s projection or drags tipe maad the route begins on by checking incoming routes foratips

to bring a camera into view, the foreground model may iritiap-

pear low-resolution as the cluster blocks have been duptid® their
neighbours, but gradually the system converges to a higisalu-
tion; essentially imitating an adaptive resnement scheftee objects
additionally take care of correct texture uploads to the G&¥iting
OpenGL'sGL PACKROW_ENGTHvalue accordingly.

7 SUMMARISING THE CAMERA NETWORK
7.1 Obtaining Route Information

To allow for particular aspects of functionality relatirgginformation
on the physical location of roads, the system obtains ratiternation
from Google Maps'’ Directions API. Each time a new camera tead
to the system, the system computes all viable routes betvesm

between their initial route vectors (the initial directibom the cam-
era that the route takes). If the dot product of two of thaahitectors
is negative, then we mark this camera as surveying a twosystém.

8 VISUAL MAPPING

Many systems employing car-counting / density estimatigarithms
exist, using methods ranging from correlation matching,[81blobs
[8], to more advanced methods such as hidden Markov mode]s [3
Most methods of estimating traf ¢ density use computerarisor sta-
tistical methods for the aim of counting individual vehigl@nd often
overlook certainty in the outputs [14]. For a user to intetphis data
in a real-time system, the data must be visualised with it&irgy
level to give intuitive and actionable information that dae utilised

its nearesn neighbours, where is set to 10 in our test system. Wefor discovering trends and patterns. Rather than attegiautomat-

set this maximum to limit the potential exponential growthroutes.
Requests for directions are grouped into camera pairs (foest a
list of viable routes between two cameras) and are sent tgléd-
rectionsService asynchronously through Qt's QWebFramaSkaipt
interactivity. The results from this request are bundled astring to
return to the application where they are unbundled from titiegsinto
structured objects.

Between two cameras, it is possible that more than one railteev
suggested. Attached to each route, we recordteeview path- a list

ically infer statistics on the incoming data at computagioexpense,
we instead choose to augment the user’s visual intelligegadtilis-

ing a visualisation that presents the data to the user in ansuised
form, complete with certainly level.

8.1 Pixel Switch Algorithm

We have developed a visual mapping system that implements-a c
ceptually straightforward pixel-based algorithm whichpsalirectly
to an intuitive visualisation that shows the user a reaktestimate of

of (lat;Ing) coordinates representing a vector path of the route, atige traf c's speed (measured as the amountluingeper frame — is
theinstructionsof the route — a list of coordinates for each speciec inthe traf ¢ fast-moving, or slow-moving?), density (is teemuch traf-

struction (e.g. ‘turn left’, etc). The overview path and thstructions
of the route form roughly the same path, with the overviewntsgiv-

ing a more *nely detailed path that follows the road curvatufor use
with the system’s heatmap feature (see Section 8.3), westise for
each point on the overview path the instruction point thatdecurred
previously up to that point on the overview path.

7.1.1 Dealing with Two-Road Layouts

If we simply choose the camera positions as the user has deen
on the map as the start / end points for the routes, then difesucan

¢ on the road?), and certainty level (how certain are we thate
facts are true?). Our algorithm can be viewed as a hybrid ehaw-
based and a video-based input: we treat each projected ipiteé
scene as a switch, triggering whenever a car moves over it.
Algorithm 1 gives an overview of the per-frame ‘pixel switch
method operating on a frame The algorithm also uses the previous
framei 1, the foreground mask from the background model, the cer-
tainty eld, user mask. Once thaensity change andcertaintyvalues
have been accumulated, they are normalised by dividing &jotal.
For a given time window, #lling meanis calculated for a collection



Algorithm 1 The Pixel Switch algorithm for traf c measurements.
foreground masks;, fii 1
certainty eldg;
user maski
change' density' total" 0
for all pixel indexesp in the projected map-spac®

p®"  pinverse mapped back to video-space
if u( pg = road then
if fii 1(p% = backgroundand fi(p9 = foregroundthen
change' changer 1
end if

if fi(p% = foregroundthen
density' density+ 1

end if
certainty” certainty+ ¢;(p9
total" total+ 1
end if
end for

of normalised values of the same type (edgnsity obtained from
the series of consecutive frames in the window. The rollirggns for
density change andcertainty are then passed onto the timeline an
heatmap visualisation as detailed below. The uncertamthis sys-
tem can be classi ed amlidity uncertainty- that is, the uncertainty is
based on deductive inferences [24] rather than, for exartipdequal-
ity of the data.

8.2 Treemap Dashboard

the perimeter of the cell, fading in opacity near the end tcobee
invisible once it reaches the top left again. Our visual niagpf the
cluster’s state averages the results of all cameras’ geehiainge and
certainty values obtained from the pixel switch algorittfor density
the timeline can be seen to act as a continuous chart, wherhért
rises into the cell to represent denser traf c and falls baxtk the
cell's boundary when the traf c density is low. Fepeed(the change
value), we use a colour ramp where red indicates the slowagfst t
and green indicates the fastest-moving traf c. This leas@sainty,
which is encoded as opacity — the more certain we are of theesal
the more opaque that area of the chart becomes; and wheretégis ¢
it becomes more transparent.

8.3 Heatmap Summarisation

In addition to the Treemap Dashboard, a heatmap view hasdezei
oped (Fig. 9(b)) that utilises the information gained frdme Google
Directions API to present a global view of traf ¢ conditignssing a
similar visual mapping to that of the timeline system. Thathep
view can be initiated manually using its toolbar button oe thain
interface; however, more usefully, this heatmap can alsgradually
blended into view as the user zooms out of the map (as showigin F
0). This allows for the same map view to act as a local andagjiob
ormation provider depending on the viewing parameter® dverall
aim of the heatmap is to show the user an estimate of traf ditmms
at cameras and aldzetweercameras by utilising the route information
between them. Using the heatmap view, the user can watcloliers
of the heatmap change in real-time according to certaiaged traf c
conditions between cameras.

Without data on the traf ¢ conditions on the roads betweem-ca

Treemaps have been applied to diverse hierarchal datagetee the eras, there is some degree of uncertainty on such pathseré fh
colour coding of individual cells is used to introduce vasattributes g high volume of traf ¢ atcany, and no traf ¢ atcam, and just one
of the datasets, and the sizes of each cell used to repréeesize of road between the two, then we can assume with some certaattihe
each data block. Treemaps have been used to visualise ga@ga traf c on this road is also of high density. However, this tegmty is
data, such as work by Wocet al. [34] where the treemap cells cor- reduced if we discover that there is, for example, a roundiabo that
relate with physical locations on a map; or work by Wood an#d3y route. If there exists a route between two cameeas, andcany, and
[33] that presents spatially-ordered treemaps that mdti#fyoriginal  two instruction points (e.g. ‘turn left’) in the middle ofithroute, then
squari ed treemaps algorithm by Bruét al. [6] to visually order the  after each instruction point along the path of the route, wutiply
treemap cells according to their underlaying data’s spadsition. the initial certainty level by a reduction factor<Om< 1. Making a
We wish to provide a simple means for the user to discover c@mesensible choice of the value would depend on the local gebiral
covered regions in the system without the necessity of br@vs conditions. In this work, we sen= :75, which does not relect any
through lists of cameras. In addition, we wish to incorperatrr sta- |ocal geographical conditions, but serves to reduce thaiogy effec-
tistical modules into this system so that it is easy to idgntor ex-  tively as the route crosses more instruction points towisdsestina-
ample, the areas of the system with the densest traf c. ®oahd, we tion camera.
have developed the Treemap Dashboard (see Fig. 9(a)). Bee@0 | 4 similar manner to the visual mapping in the previousisact
Dashboard gives an overview of the cameras in the systerg adat e ink certainty to opacity when rendering, but combinesignand
(single-level) treemap arrangement. Each cell in the tegeiw itself speed into one value before colour-coding using the sanzeiccamp
alive map view with the same functionality and renderingatilities (yed: dense, slow; green: sparse, fast). In addition to tsutilise
as the main map view. The dashboard assists the user in @iV jnformation on whether the road system is multi-road if llze (as
localised clusters of cameras in particular geographieasa(for ex-  cajculated in Section 7.1). If the road is deemed multi-raaen we
ample, a group of cameras around a busy junction, or two @sNepssume that the leftmost half of the video image represeossiyrthe
covering different sides of a bridge). ) ) left-hand side of the road, and the rightmost half the riggutd side.
To construct the treemap, we usk-eneans clustering algorithm to The pixel-switch algorithm can now split its outputs int@se two
group the cameras into a user-specifed maximum number sfethl halves, and the initial direction vectors of each route asgcired to
(set to 5 by default) before sending these clusters to thergalgo-  the correct side of the road to enhance accuracy in areasevamer
rithm by Brulset al.. Each cell in the treemap is centred around thgjde of the road is busy and the other is quiet.

mean position of the cameras in the cluster, with the view_ltjel_setoto The rendering algorithm for the heatmap uses OpenGL poiitesp
the union of its camera’s projection boundaries plus antamiil 5% 4, a0 for the drawing of point primitives with texture oatinates
as padding. The user can interact with the map in the sameenangenerated across their boundaries. These texture cotesiiage used
as with the main map view, except that double-clicking théw#l 1, give the points a circular shape and opacity fade towdreletiges
revert to the main map view centred on that cluster. of the circle. The rendering algorithm interpolates thesityn change
/ certainty values of the cameras at either end of the routegathe
route path, reducing the certainty level when it detects tie route
Each cell of the Treemap Dashboard has a streaming repagisent passes an instruction point. Each route segment is brokeminum-
of that cell’'s statistical history running around its peeit@r, which ber of point sprites, one rendered on top of another, and paictt
we refer to as that clustertimeline This timeline is also visible in sprite has the current density / change encoded into itsucdlal-
the normal map view (see Fig. 2), where it summarises all case pha components. The blending operation is set to the starolar’
that are currently in view as an average. Data in the timddegins operator to accumulate the point sprites into a continustreak’ of
at the top left of the cell and continually streams clockwaseund varying colour and opacity across the route.

8.2.1 Timeline Visualisation



(a) Treemap Dashboard

(b) Heatmap

Fig. 9. Visual Mapping using (a) the Treemap Dashboard and (b) the heatmap. The Treemap Dashboard allows for a greater understanding of
the camera network through a clustering and visual mapping strategy. The perimeter graph around each cluster’s cell models traf ¢ density using
graph thickness, the speed of traf ¢ with colour, and the cer tainty of these values with opacity. The heatmap provides a geographical overview of
traf ¢ conditions based on the potential routes between cam eras using a similar visual mapping scheme.

Fig. 10. The user zooms out of the main map view, and the system fades the heatmap gradually into view to compensate for the reduced resolution

of the live renderings.

9 DiscussION & FUTURE WORK

There is much scope for future work in this area. For the hemog

raphy speci cation, currently, the method relies solelytbe video
and satellite imagery providing the same landmarks forstegfion.
If these are not consistent due to out-of-date imagery olusmns
then the user must use intuition and iterative trial-armd+eto obtain
a good result. Ideally there is another data source for vespkuch
inconsistency. In addition, small changes in !ag placemfenther
away from the camera have larger consequences for the poojeso
a method for helping the user make more precise cursor posig on
the video is required. Our histogram-based matching has tested
only with good road conditions, and we would be interestezt®how
our matching strategy could evolve to cope with differemtd-colours
and areas where the road is hardly visible at all.

1. Assisting the user in specifying the inverse projectiamt the
quasi-3D video space to the 2D map space;

2. Creating traf c visualisation for live imagery, a timeé plot and
heatmap in real-time;

3. Devising a visual mapping scheme for the video data to den-
sity, change and uncertainty information for the timelifet pnd
heatmap.

We have provided a user-friendly and conceptually simpléhot
of de ning the projections using point correspondence anthke im-
age editor-based tools for removing areas not to be prajgttte com-
bination of which we calFlag and Cut Our rendering strategy uses a
clustering method for inferring the colour of the road onfaibte video
and the map area in order to perform histogram matching tudttiee

Our system has concentrated only on satellite imagery. Wedvo o roads together. The visual mapping strategy of our systees

like to investigate the interesting challenges that occhenvsatellite
imagery is replaced with a more traditional line-drawn mapere
perhaps an illustrative rendering approach might make rserse.
Other challenges include methods for correcting the ptigjeto com-
pensate for tall vehicles consuming more of the projectedepn the
map, removing the existing vehicles on satellite imagany, ianprov-
ing the background model to be more resilient to camera veobbl

10 CONCLUSION

We have presented a family of techniques for addressingdheus
challenges of projecting live traf c video onto a satellilrage map.
The three main focuses in this paper have been:

not attempt to automatically infer semantic detail fromead; instead
it takes advantage of human visual intelligence to intérfire live
scene through simple visualisations in order to gain mdzétinve un-
derstanding of the video data.
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